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1.
Introduction

TOP END has always been  positioned as a middleware product that provides presentation client platforms efficient and reliable access to their application servers. With the advent of the Web and its browsers, a new presentation client has emerged called the "HTML client". The intent of this paper is to introduce/describe how the Java Servlet API can be leveraged to position TOP END as a Web application server  that provides efficient and reliable access to these omnipresent clients. 

“Tom Hughes learned the hard way that there were  some major cracks in the IT foundation underlying his  Web site. Hoping to attract new members to  www.photodisc.com, Hughes launched a promotion that allowed new members to download free images  from PhotoDisc Inc.'s vast photo library. As soon as  Hughes advertised the deal, the site was immediately   swamped with 10,000 new customers. "The whole system fell to its knees," recalled Hughes, president of Seattle-based PhotoDisc. "Our system at  that time just wasn't scaleable to keep up with that kind of sudden increase in demand."

Taken from April 28, 1997 PC Week Article Entitled ,   “Serious architecture”,  By Jeff Moad

The scenario above is becoming a common story for many companies as they migrate to the Web to sell goods and services, do their marketing, improve customer service and realize cost savings. Companies seeking scalability in the e-commerce arena are focusing on building multi-tiered back-end infrastructures. These infrastructures promise to make it easier to break up transaction-intensive e-commerce workloads, distribute them across distributed  systems and dynamically  manage and supplement resources as loads change. Others are concentrating on increasing bandwidth and more efficiently distributing HTML client traffic among banks of distributed Web servers. Vendors are responding with a wide range of new scaleable products and services, including robust Web application server platforms and transaction or messaging middleware for the back-end infrastructures that support e-commerce environments.  

Home grown e-commerce back-end systems have not been able to keep up. Primarily written in C/C++, these applications have dedicated pieces of the e-commerce workload such as tracking customer profiles, sales reporting and inventory tracking to specific servers. One case in point is the  "Internet Shopping Network", which  as it added  products and services and transactions increased,  had to constantly tune and upgrade one  server after another to keep up. Now, ISN is in the process of or already has replaced the old back-end systems with what it hopes will be a scaleable architecture. The solution is based on Web application server software from Netscape called Kiva that supposedly can scale to handle a  high volume of browser requests by spreading  applications and transactions across multiple or even clustered NT or UNIX multiprocessing servers.  This is obviously what  TOP END has been  designed for and has been doing for some time now, but in a much more superior fashion.  The Kiva software sits behind Web servers and, in addition to hosting Web applications, takes on session and transaction management duties and provides persistent, cached links to relational and object  databases.  Kiva is just one of a growing number of products promising scaleable, multitier Web architectures. Some organizations prefer to build scaleable back-end architectures using distributed middleware and   transaction management software from the  client/server world. For example, Fidelity Investments' Retail Group has built a distributed architecture that directly links Netscape's Web servers with Transarc's Encina transaction processing monitor.  TOP END  is more than capable of providing  a much more superior solution than the products just mentioned and in fact big name retailers like SEARS, Wal*Mart and Amazon.com have been using TOP END to provide the back-end infrastructure for their e-commerce environment.    

Fidelity's approach of marrying Web technology and  scaleable client/server middleware is being reflected  in  new e-commerce products. IBM, for example, recently  announced the IBM Transaction Series, an integrated,  transaction-oriented e-commerce back-end offering,  which includes a Java-ready Web server with built-in  links to Encina and CICS transaction monitors. Similarly, both Sybase and Oracle  recently announced middleware that works on the back-end with transaction monitors and relational databases. Sybase's Jaguar CTS (Components Transactional Server), for example, is  built on top of Visigenic's  CORBA-compliant ORB and includes transaction  management and a scaleable, multithreaded  architecture. Oracle's Web Application Server 3.0 is also CORBA-compliant and multithreaded. 

TOP END is a  perfect solution for solving these types of scalability problems, but it must first be seamlessly integrated with the mainstream Web servers and the integration should be done through Sun Microsystems’ Java Servlet API. The following sections describe how the Servlet API offers a superior solution to that which CGI provides and how it can be used to convert TOP END into a highly scalable Web application server framework.  Also, bear in mind as you read this paper that  a middleware product cannot afford to tie itself down to any one particular Web server via its proprietary API (vis., NSAPI, ISAPI,  and Apache API); therefore, the Java Servlet API is the best approach because it provides a highly efficient and common interface for interaction between any Web Server and  servlet.  

2.
What Is A Servlet? 

A Java Servlet is a server-side Java application that uses Sun's Java Servlet API  to interact with the web server. The Servlet API defines a new method of  providing server-side processing that vastly improves on the CGI API.  Servlets are Web server extensions that are alternatives to traditional CGI-based programs or Web server plugins that use proprietary Web server APIs such as NSAPI or ISAPI. 

In general, a servlet:

· Is the opposite end of an applet and  can be thought of as a server-side applet

· Runs inside the Web server process in the same way that applets run inside the browser. However, the latest servlet engine architectures are positioning the engine as a standalone process (i.e., runs outside the Web server process). This is perhaps being done to improve stability (possibly to eliminate signaling conflicts between the Web server and UNIX JVMs) and scalability (many concurrent and distributed engines can be running at any one given time).  

· Is invoked or called in response to a client’s connection request, and its primary objective is to service that request, passing any data back to the client if necessary

· Is invoked as a thread by an instance of the JVM which has been loaded as part of the Web server or standalone servlet engine. Thus, multiple requests for the same servlet do not result in multiple instances of the Java interpreter running simultaneously.

· Is  pre-loaded into the server's  or servlet engine’s memory space reducing execution times. Not all servlets have to remain in memory. You can define a servlet that will load, service and unload for every client request that comes in. This is useful for those servlets that are not accessed very frequently.   

· Can optionally be downloaded from a remote host by the Web server or servlet engine in the same way that applets are downloaded by the browser. 

· Is platform (Java is platform neutral) and Web-server independent 

· Does not live within the same security sand-box that applets live in, thus have the same security privileges given to a  Java application.    

· Can be run without re-compilation on *any* servlet capable web server thus making  it the best way of developing customized CGI-like server processes for distribution

Servlets can be used to:

· Dynamically create and return an entire HTML Web page; 

· Create a portion of an HTML Web page (HTML fragment) that can be embedded in an existing page; 

· Provide gateway function to middle-tier Web servers; 

· Handle connections with multiple clients; 

· Keep connections open to allow many data transfers; 

· Filter data by MIME type; 

· Provide customized processing to standard server routines; 

· Provide protocol support for Chat, News and File Servers; and 

· Enable search engines. 

Most importantly, when used as a gateway to middle-tier Web servers, Java servlets can communicate with other resources on the server such as databases,  transaction servers, other Java applications and even applications written in other languages. Servlets save the developer from worrying about the inner workings of the Web server.  Things such as form data, server headers and cookies are handled  by the servlet API’s underlying classes or engine. 

3.
Servlets vs. CGI
In the Web's early days, Web servers had no means of accessing a database and returning the results of a query in HTML. This was soon addressed with the introduction of the CGI, a rather unwieldy specification that defines how Web servers exchange information with external software. Using CGI programs, it then became possible for Web servers to spawn these programs, communicate with them via the CGI and have them perform functions against the database.  It was also during these early days that having a couple of hundred visitors to your site in a day was an event.  

When a Web server receives a CGI request, it needs to start a completely different process, allow that process to run,  close down, and then return the resulting text to the Web browser (see figure 1). This is fine when a page is requested once a minute, but what about a page requested once a second? To make matters worse, most modern Web applications need some kind of database access. This means a new database connection is created every single time the CGI runs, taking up to several seconds each time. Suffice it to say that fielding many simultaneous CGI requests can quickly bring the processor hosting the Web server down to its knees. The analogy often made to describe this scenario is that the overall effect is like trying to provide drinking water for an entire city using two people with buckets running back and forth from the river. It may have worked back then, but it sure doesn't work now. 

Unlike CGIs, servlets execute within the Web Server process or distributed servlet engine thus providing much better performance (i.e., they do not require creation of a new process for each HTTP request). In  most environments, many servlets run in parallel within the same process (see figure 2). When used in such environments, servlets provide performance advantages over  CGI because servlets only require lightweight thread context switches.
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Figure 1.  CGI Model
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Figure 2.  Servlet Model
Servlet engine  providers  are now beginning to adhere to a new “out-of-process” architecture (see figure 6) where the servlet engine is run outside the Web server process as a standalone distributed process. This is reported to provide better levels of scalability because multiple, distributed engines can be integrated with one Web server. The integration is typically done via a native library that runs  in conjunction with the web server. The purpose of the library is to create a socket connection to the out-of-process servlet engine. The “native connector”, as it is usually referred to, is written in whatever API is supplied by the web server (e.g., IIS uses ISAPI, Netscape uses NSAPI).
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Figure 3.  New, distributed Servlet Engine architecture

Besides providing better performance, there are other compelling reasons for writing servlets vs CGIs:

1. Servlets are cross-platform and supported by all of the leading Web servers. You can develop servlets once and deploy them almost anywhere. Unlike Java applets, which typically provide a graphical user interface and still suffer compatibility  problems due to inconsistent implementations of the Abstract Windowing Toolkit (AWT), servlets are typically non-visual and thus better realize the "write once, run anywhere" promise of Java.  Writing servlets allows you to be independent of Web server or platform constraints. You can deploy  servlets throughout the enterprise, or migrate them to higher performance or more robust platforms without having to recompile.  Servlets provide access to a full range of  Web servers  and computing platforms. 

2. Developing servlets is more productive. The Java Servlet API is easier to learn and use than CGI or proprietary Web server plugin APIs, and is consistent across Web servers and platforms. Java, with it's object-orientation, built-in memory management, exception handling, and strict type-checking allows you  to produce more reliable code with less effort. Java's rich class libraries, particularly it's networking  classes, allow you to add functionality to your servlets more quickly.

3. Information regarding the client’s session (a.k.a. session’s state) can be preserved across multiple invocations of the servlet. This is referred to as “session tracking” and is carried out via a master session object that contains general session information and is guaranteed  for the life of the client’s session. You can also add your own application specific information to the master session object.    

4. Servlets are modular;  the  “servlet chaining” feature allows servlets that perform specific tasks to be tied together. This is similar to “piping”  UNIX or DOS commands where output data from one command can be directed as input data for another (see figure 4).


[image: image4.wmf]HTTP Request

HTTP Response

Servlet Chaining

Servlet 1

Servlet 2

Web Server Process


Figure 4. Servlet Chaining

4.
Availability 
Servlets conform to Sun Microsystems' Java Servlet API which is a standard Java Extension API. Built-in support for Servlets comes only with Sun’s Java Web Server, but  JavaSoft has provided a package which is used by third parties to embed servlet support in other web servers, including Apache (and derived servers such as Stronghold), Netscape, and Microsoft web servers. The following companies have implemented Servlet support for these mainstream servers:

· Java-Apache 
- JServ for Apache

· Gefion Software 
- WAICoolRunner for Netscape

· Live Software 
- Jrun for IIS, Netscape and Apache

· New Atlanta
 
- ServletExec for IIS, Netscape, and Apache

· IBM 

- ServletExpress for Domino, IIS, Netscape and Apache  

· BEA

- WebXpress for Netscape and IIS

The above companies are also including the latest servlet technology from Sun called Java Server Pages (JSP) or “server-side includes” as it is sometimes referred to. JSP allows you to embed Java source code directly into your HTML documents and then generate servlets on-the-fly for the code. The result is a very rich environment from which to generate dynamic HTML.  JSP not only makes it easier to develop servlets it also keeps Java on the server as opposed to downloading  it to the client. The figure below illustrates a very simple example of a Java Server Page (Sample.jsp). The Java source is delimited by the “<% “ and  “%>” tags.

<html><head><title>Hello World</title></head><body>

 <h1>Hello World</h1>

 <ul>

 <% for (int i = 0; i < 5; i++) out.println ("<li>" + i); %>

 </ul>

 </body>

 </html>

Figure 5.   Sample.jsp

The following figure depicts the resulting output as it would look when viewed at the browser.

Hello World

· 0

· 1

· 2

· 3

· 4

                                                            Figure 6. Output from Sample.jsp

JSP is essentially Sun’s answer to Microsoft’s Active Server Pages (ASP) which automatically ties HTML clients to MS back-office applications via IIS and its ISAPI.

5.
Positioning TOP END as a Web Application Server   

To position TOP END as a highly scalable Web Application Server and have it provide direct and efficient  support for HTML clients,  it must first be seamlessly integrated with the mainstream Web servers through the Servlets API.  With this  approach the Web server is given direct access to TOP END’s unique extensions that can be leveraged to enhance the overall scalability and availability of the system.  The key to the integration is to provide a Java API that is truly multithreaded because the Servlet environment itself is multithreaded. That is, TOP END must be able to support simultaneous access from multiple free-threaded Servlets.  The following sections describe the main pieces involved in the integration.  

5.1
Servlet API

The Java Servlet API is an official Java standard API that was not a core JDK 1.1 API thus it had the javax package name prefix as in the javax.servlet.* Java package.  Starting with JDK 1.2, or Java 2 as it is now being referred to, the Servlet API has become a core API. 

A servlet implements the javax.servlet.Servlet interface. This interface has an init method that gets called when the web server first loads or accesses the servlet, a service method which gets called for every HTTP request that corresponds to the servlets URL, and a destroy method that gets called prior to the servlet being retired (e.g., if the servlet engine is being shutdown or needs to conserve resources). 

When the servlet is first accessed it is loaded and its init method is called, and once initialized, the client connection is processed by calling the service method. The next client connection that comes in, skips the loading and initialization phase and calls the service method instantly. The same mechanism can be used to service multiple requests simultaneously. This poses no problem because the servlet is running in a multithreaded environment. The servlet developer must be aware that s/he is developing for a multithreaded environment thus all the normal rules apply regarding shared variable etc.    

In many cases the servlet is implemented by specializing the javax.servlet.http.HttpServlet class. In this case the servlet overrides the doGet, doPost, doPut and doDelete methods rather than implement the more generic service method (which is taken care of in the HttpServlet super class). 

Servlets are activated like CGI programs, i.e., when a web browser is pointed to a particular URL, the servlet configured for that URL gets the HTTP request. Parameters are delivered as usual for HTTP requests, e.g., for a GET the parameters are typically in the URL itself (after the "?") and for a POST the parameters are sent from the browser to the server in a separate stream.

The maximum number of instances of a particular servlet class in the web server is static but configurable. Each servlet class is assigned a URL and the instance is created either when the web server starts up or when the first request to that URL is received. 

Each HTTP request gets mapped to a servlet service method call in a separate thread unless the servlet implements the standard SingleThreadModel Java interface, i.e., the servlet service method is normally fully multi-threaded. Note that this also applies to overriding the do* methods in the HttpServlet class. 

The Servlet compliant web server is responsible for all thread management including starting and stopping threads in the thread pool, assigning a free thread to process each HTTP request, returning the thread to the pool when the servlet service method returns, etc.

This section has provided a brief overview of the primary Servlet APIs. See http://java.sun.com/products/servlet  for  more detailed information on the complete Servlet API set. 

5.2
CtOTM-JNet

To support the servlet framework, TOP END has to provide a  multithreaded Java API that grants servlets (TOP END client applications) and their HTTP presentation clients direct access to TOP END.  The TOP END Remote Client Services for Java (JRS) product provides a Java API, but it is not multithreaded and forcing servlets into a “SingleThreadModel” in order  to comply with TOP END’s single threaded APIs is not acceptable for those customers wishing to build a scaleable back-end architecture. To address this deficiency a multithreaded Java network package  (CtO-JNet or JNet for short) was developed that extends the core java.io classes InputStream and OutputStream. JNet, which is modeled after the java.net package, gives Java developers a well-known and easy to use standard Java API which they can use to develop distributed applications across the TOP END infrastructure. For example, Java developers can extend any of the java.io subclasses from the two basic InputStream and OutputStream classes. A couple of these are the ObjectInputStream and ObjectOutputStream classes which can essentially serve as  object serialization portals for Java-to-Java communications through TOP END. 

For Java developers writing and reading objects and primitives directly to and from TOP END with JNet is a straightforward process. The following example illustrates how easy it is for a client to establish a Connection with TOP END, derive an OutputStream from the Connection and also derive an OutputStream subclass (ObjectOutputStream):

// Serialize today's date to a TOP END stream .

    
Connection c = new Connection(“DateServer”, “setDate”);

     
ObjectOutput s = new ObjectOutputStream(c.getOutputStream());

     
s.writeObject("Today");

     
s.writeObject(new Date());

     
s.flush();
In this case, a client application first creates or reuses a Connection (TOP END dialogue) to the “DateServer” application which has registered with TOP END using the “DateServer”/”setDate” product/function
 pair. From this Connection an OutputStream is created through which the data can be sent to the Date server. Then an ObjectOutputStream is created that writes to the OutputStream. Next, the string "Today" and a Date object are written to the stream. Objects are typically  written to the stream with the writeObject method and primitives are written to the stream with the methods of DataOutput.

Figure 7 illustrates a TOP END servlet and how it would be positioned between the  JNet, which it uses to communicate with TOP END, and the servlet API to communicate with the HTTP clients. 
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Figure 7.  TOP END Servlet Model

JNet also provides the remote or local features that the  TOP END JRS product also provides (see figure 8). The remote feature would be used if the corresponding TOP END node manager does not reside in the same machine as the Web server or servlet engine (whichever may be the case) that is hosting the TOP END Servlet.  When using the remote feature, JNet relies on the TOP END Network Agent (NA) to serve as its proxy at the target TOP END runtime node. If the node manager does reside on the same machine, then JNet uses the Java Native Interface (JNI) to communicate directly with the local TOP END node manager. The JNI is a standard Java interface that is used by Java programs to access native code. 

Caution must be taken when using JNI because there may exist UNIX signaling conflicts between the TOP END base libraries and Web server or servlet engine process. The UNIX TOP END base libraries use a couple of signals for internal processing which may also be used by the Web server or servlet engine for its own internal processing. If the conflict exists, then JNI cannot be used and we are forced to use the remote JNet feature which does not use the local TOP END base libraries.  Signal conflicts between TOP END and the Web server or servlet engine may no longer be that big of an issue since most servlet engine architectures are now employing  the out-of-process architecture described in section 3 (see figure 3)  and most servlet engines are 100% Java.  The only signaling conflict that remains when using a 100% Java servlet engine that employs the out-of-process architecture is between the JVM and TOP END. But even this conflict has been substantially diminished ever since JVMs on UNIX platforms began to rely on the operating system’s native kernel threads package as opposed to user-level or green threads packages that use signals to manage the threads. To this date, JNet’s use of JNI has been certified on Solaris 2.6 and Digital Unix 4.0D - there are no signaling issues on Windows NT.  
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Figure 8.  JNet's local and remote features

Having a TOP END node manager in the Web server runtime node would ensure maximum utilization of TOP END services (i.e., availability and scalability). For example, if you do not have a node manager in the Web server node  and thus relied on JNet’s remote feature (instead of it using JNI)  to connect to a back-end TOP END system, then there would be two single points of both hardware and software failure within the system instead of one. Also, all HTML traffic entering the system would have to be forwarded through two points. Figure 9 illustrates the  topology used when JNet is using the remote feature, while figure 10 illustrates the topology used when JNI is employed. With the node manger in the Web server processor there would only be one single point of failure and all HTML traffic would be forwarded through a single processor.
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 Figure 9. Web Server w/out a Node Mgr.                   Figure 10. Web Server with a Node Mgr.

In general, Java will certainly have a better Internet future on the server than on the client, where Java applets tend to take too long to download, do not execute consistently from one browser to the next, and often are unable to  pass through  security firewalls. Although,  within Intranet environments all these become  less of an issue. 
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